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Unit - 1

Social Media Data Sources

Offline originated

Generated when there is no internet connection

Registered into system, accessed later with internet connection

e.g.: telephone marketing, live events, physical retails

Online originated

Created when system is connected to internet

Registered into system and can be accessed simultaneously

Real-time data

e.g.: websites, e-commerce, mobile apps, etc.

Types:

News data - historic and real-time maybe through educational data licences

Public data - access to scraped and archived data through RSS feeds, blogs, open DBs

APIs

Siloed data

Holistic data - combining data from various sources to establish correlations

Public and Private Data

Public data

Anyone can see while navigating a media platform

Has higher user engagement

Branding/marketing platforms prefer using this data

Data access presents less ethical issues

Intended for a much wider audience

Private data

Only owner of social media profile can see

High priority given to customer

Focuses on loyalty and customer engagement

Requires password protection

Data access presents more ethical issues

e.g.: A password protected private Facebook group vs. an open discussion thread on Twitter

Estimated and Factual Data Sources

Estimated Sources

User pays for media and content promotion

Includes reach, impression and views

It involves algorithms and historical data for future predictions

Factual Sources

User does not pay for this content

Includes likes, comments, shares, engagement, etc.

It is a source of truth

Data Gathering
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API

Interface of a computer program that allows software to speak with other software 

Some social media companies make data banks on users and usage patterns available through their 

APIs

Queries are sent to social media API endpoints to collect large scale data

Issues: authorisation, generating API links, parsing JSON data

Web crawling

AKA ant, worm, web spider

Objective: quickly gather as many useful web pages as possible, together with the structure that 

connects them

Begins with a seed of URLs to fetch, parses pages and extracts text and links

Entire process equivalent to traversing web graph

Not all social media sites can be crawled (FB, LinkedIn block aggressively)

Twitter, Pinterest, Instagram etc. allow to crawl

Unit - 2

Ontology based Visualisations

Ontologies represent a variety of domain knowledge, data collections, scopes, viewpoints, linked sources

Range from simple topologies to highly structured knowledge bases with complex relations

Nodes represent node types

Links represent types of representations

Once ontology known, social network can be represented implicitly by relationships in graph

Goal is to distribute attributes of nodes and links

Data Mining Motivations

Data via social media gives insights into social networks and societies

Help decision-making process of an organization

SM records vital marketing trends and is the ideal source to better understand and influence mechanisms

Difficult to gain useful information without applying data mining technologies

Help effectively deal with the challenges of:

Large datasets

Noisy datasets

Dynamic data

Structural Visualisation

Node-Link diagrams

Dots depict nodes, lines/curves depict edges

Large nodes and edges cause visual clutter

User can perform network analysis tasks

Layouts: 

Random 

Draws social network in O(n)

Put nodes at random geometric locations on graph

Cannot give clear visualisation for large nodes

Force-directed/spring

O(nlogn) or O(e)

Simulates graph as virtual-physical system

Nodes act like physical particles that gradually displace under effects of various forces
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Based on a cost function that maps different layouts to to different non-negative 

numbers

Higher running cost

Not suitable for graphs with > 100s of nodes

Tree

Node chosen as root of tree

Nodes connected to root become children of root node

Tractable, easier to understand

Matrix representation

Useful for > 20 vertices

Takes less time, always readable

Does not suffer from node overlapping

Do not suffer from link crossing each other

Show all possible pairs of vertices, can handle lack of connections

Data Mining Methods

Supervised learning

Infer a function from labelled training data

Predict output behaviour of a system for any set of input values, after training

Trained by providing input with matching output patterns

Input vectors are collected, and computed output is observed along with deviation from expected 

answer

Weights are corrected according to magnitude of error

Unsupervised learning

Works with unlabelled data

Clusters input data in classes based on statistical properties only

Similar input patterns grouped together as clusters

If matching pattern not found, new cluster is formed

No error feedback

AKA self-organisation

Data Mining Applications

Group detection

Based on analysing structure of network

Find individuals that associate more with each other than with other users

Group profiling

Once group found, describe what the group is about

Useful for lot of purposes (scientific interests, marketing, etc.)

Recommendation systems

Analyses data

Recommends new friends/groups/posts to user

Sociograms

Graph DB

Depicts relationships among individuals in a group to map group’s SN

Developed by Jacob L. Moreno

Sociometric tool to help administrators learn how reciprocal and non-reciprocal communication patterns, 

status etc. affect a group’s ability to remain cohesive
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For small groups -> created through direct observation

Large group mapping -> surveys

Unit - 3

Keyword Search

Simple interface for information retrieval

Useful to access structured data

Find groups of closely connected nodes which share keywords

Challenges:

Query semantics

Keyword search has very clear semantics

Document satisfies a keyword query if it contains every keyword in query

Ranking strategy

Many subgraphs may satisfy single query

Depends on semantics used

Query efficiency

Many graphs are large, efficiency matters

Depends on semantics of query and ranking strategy

Keyword Search XML

Tree structured, each node has single incoming path

Algorithm returns most relevant snippets of an XML document

Finds smallest sub-trees containing queried keywords

Approaches:

Tree-based with no IDREF

Graph-based with IDREF

Semantics-based with and without IDREF

Pick a node n_i from L (set of nodes containing keyword)

Form a subtree from these nodes (this will contain all the keywords)

Answer denoted as LCA (n1, n2, …., n) (least common ancestor)

XRank, XSearch present a ranking method

Keyword Search RDBMS

Information about a single entity is divided among several tables

Resulted from normalisation

Search algorithm joins data from multiple tables

Each table represented as a node and each foreign key as an edge between two nodes

Convert current problem, to keyword search over graph

Algorithms: 

DBXplorer

Preprocessing step (publish) - enables DBs for keyword search by building symbol table 

Search step that gets matching rows from published DBs

DISCOVER

Sampling

Content-centric applications benefit from sampling that filters out unnecessary tweets and selectively 

captures tweets with most important information, even if sampled tweets were not representative of global 
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tweet population

Strategies:

Random sampling

Preserves numerous statistical properties of global set

Can preserve large amount of unwanted content

BFS

APIs provide a list of friends/followers/following

This corresponds to adjacency list of node in graph

Random Walk

Traverse node-to-node by picking a random neighbour

Visit nodes with probability proportional to degree of node

Large literature on undirected graph, few on directed

Text Mining

automatically extracting meaningful, useful, previously unknown and ultimately comprehensible information 

from textual document repositories

Phases: text refining, knowledge distillation

Steps

Text preprocessing

cleanup

tokenization

PoS tagging

Text transformation - attribute generation by BagOfWords or Vector Space

Feature/Attribute Selection - select important features for use in model creation

Data mining - classic techniques used here

Evaluate

BANKS Algorithm

Enables keyword search on RDBMS with data and schema browsing

Extracts knowledge without schema knowledge or complex queries

Allows query keywords to match data or metadata

Answers to a query are rooted trees that match individual keyword

Answers are ranked based on proximity and prestige of nodes

Bidirectional Search

Graph search algorithm

Find smallest path from source to destination vertex

Runs two simultaneous searches:

Forward (source -> destination)

Backward (destination -> source)

Replaces single search with two smaller subgraphs

Search terminates when two graphs intersect

Guided by heuristic estimate of remaining distance from source to destination and vice versa

Can use when:

Both states unique and completely defined (source, destination)

Branching factor exactly same in both directions

Challenges in Classification
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SNs contain larger and non-standard vocabulary

Because of greater diversity and authorship

Caused by number and style of different authors

Labels may often be quite sparse

In many cases, some label values may be unknown

SN data often very noisy

Contain links which can be used to guide classification

Help determine how labels can be propagated between different nodes

Using content (text) along with link improves effectiveness of classification

Clustering

K-Means

K = number of clusters

K can be user input/automatically estimated

Takes number of components of population equal to final required number of clusters

Algorithm:

Select initial centroids at random

Assign each object to cluster with nearest centroid

Compute each centroid as mean of objects assigned to it

Repeat 2, 3 until no change

Converges only when a local minimum obtained

Works for numerical data

Heterogenous Transfer Learning

Feature spaces between source and target non-equivalent and generally non-overlapping

Source and target domains may share no features and/or labels

Dimensions of feature spaces may differ as well

Requires feature and/or label space transformations to bridge the gap for knowledge transfer and 

handling cross-domain data distribution differences

Feature transformation categories:

Symmetric

Asymmetric

Hierarchical
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Works by grouping data one by one on basis of nearest distance measure of all pairwise distance 

between data points

Divisive is opposite to agglomerative

Single Linkage

Smallest pairwise distance between elements from each cluster 

Defines distance between two clusters as minimum distance between one case from cluster A 

and one case from cluster B

e.g.: Cluster A (a, b) and Cluster B (c, d, e) have min distance = min{ (a, c), (a, d), (a, e), (b, c), 

(b, d), (b, e) }

Complete Linkage 

Largest distance between elements from each cluster

Solves problem of chaining 

Outlying prevents close clusters to merge together

Average Linkage

Avg distance between elements from each cluster

Proposed by Sokal and Michener 

Provides a more accurate evaluation of distance

Agglomerative Steps:

begin with disjoint clustering with level L(0) = 0 and sequence number m = 0

find least distance pair of clusters in current clustering; d[r, s] = min d[i, j]

m += 1

merge clusters into a single cluster to form next clustering m; L(m) = d[r, s]

update distance matrix by deleting rows and cols corresponding to r, s and adding a row and 

column corresponding to newly formed cluster

distance between new cluster (r, s) and old (k) = d[k, (r, s)] = min (d[k, r], d[k, s])

if all data points are in one cluster, stop else repeat

Unit - 4

Centrality

Defines how structurally important a node is within a network

Measures 4 P’s - prestige, prominence, importance and power

A person’s centrality in the network affects their opportunities and constraints

Important aspects of centrality: degree, closeness, betweenness

Degree Centrality

Ratio of number of neighbours of a vertex to total number of neighbours possible

Number of nodes a given node is connected to

Number of people in a network a given person knows

Variance of distribution of degree centrality in a network gives the centralization of the network

Star network: ideal centralized network; Line network: less centralized

Eigenvector Centrality

Central actor connected to other central actors

Idea is that an important node has important friends

Tries to generalize degree centrality by incorporating importance to neighbours

Defined for both directed and undirected graphs

Depends on how important neighbours are, and not the number of neighbours

Adjacency matrix keeps track of neighbours

drawback: in case of directed graph, centrality only passed to outgoing edges; in case of directed 

acyclic graph centrality can become zero
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Katz Centrality

Used in directed networks like citation networks and WWW

More suitable in analysis of directed acyclic graphs where traditional methods are useless

Used to estimate relative status or influence of actors in a social network

Second term (beta) is bias to avoid zero centrality

Drawback: node with high centrality with many edges pointing to other nodes than those nodes gets 

higher centrality

Betweenness Centrality

measures number of times a node lies on the shortest path between other nodes

used to find individuals who influence flow around a system

shows which nodes act as bridges between nodes in a network

does by identifying all shortest paths and then counting how many times each node falls on one

useful to analyse communication dynamics

high measure indicates that someone holds authority over or controls collaboration between disparate 

clusters in a network

2* sum (sigma st (v) / sigma st)

Closeness Centrality

scores each node based on their closeness to all other nodes in network

used to find individuals who are best placed to influence network most quickly

calculates shortest paths between all nodes, then assigns each node a score

helps find good broadcasters

drawback: in a highly connected network, all nodes have similar score

n / sum(distance from node to each of the n nodes)

PageRank

method for rating importance of we pages objectively and mechanically using link structure of web

developed by Larry Page and Sergey Brin

used in Google search engine

considers that users have an absolute preference among web pages: that the more a web page is visited, 

more it is appreciated by users

user preference reflected in hypertext structure: a link toward a web page indicates that page is 

acknowledged by someone as a good source of information

Searching:

Title-based

searches only titles

sorts result by page rank

simple, easy to implement

Full text

also called Google
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Random Surfer Model

random surfer visits a web page with a certain probability derived from page’s PageRank

probability that random surfer clicks on one link is solely given by number of links on that page

one page’s PageRank is not completely passed on to a page it links to, but divided by number of links 

on that page

probability reduced by dampening factor d

justification: surfer does not click on an infinite number of links, but gets bored and jumps to another 

page at random

problems:

random surfer caught when he encounters a dangling node (img, pdf, etc)

random surfer completely abandons hyperlink method and moves to new browser to access 

same URL

Higher the value of d

more likely random surfer keeps clicking links

larger is effect of additional inbound link for PageRank of page that receives link

since surfer jumps to another page after he stopped clicking links, probability becomes (1 - d)

Transitivity

Transitivity: tendency for friends of friends to be friends and enemies of enemies to be enemies

Transitive triad: each path of length two is closed by an arc from starting vertex to end vertex of path

Transitivity model: applies to an unsigned directed network if:

it consists of cliques

cliques within ranks are not related

cliques between ranks are related by null/asymmetric dyads pointing towards the higher rank
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Transitive behaviour needs at least three edges, which in-turn create a triangle

Higher transitivity results in a denser graph, which in-turn is closer to a complete graph

Equation: aRb ^ bRc -> aRc

Reciprocity

Reciprocity: Tendency for directed ties from actor i to actor j be reciprocated and sent back from j to i.

Captures the finding that feeling and actions tend to be reciprocated

Reciprocity counts number of reciprocal pairs in graph

Any graph can have a maximum of |E| = 2 pairs; this happens when all edges are reciprocal

R = Tr (A^2) / |m| where m is number of edges in the network and Tr (A) = Sum (i = 1 to n) A_i,i

Similarity and Structural Equivalence

Pair of nodes structurally equivalent to the extent that they occupy identical locations in a network, i.e., 

connected to exactly the same others

Identical wrt all structural properties like centrality or subgroup membership

Given a graph, you can swap just the two structurally equivalent nodes without changing the network 

structure

Given a matrix, both row- and column-vectors of an equivalent pair have identical elements

In cosine similarity, attributes are used as a vector to find the normalized dot product of the two documents 

(in a pair)

By finding cosine similarity, user can find cosine of the angle between the two objects

For cosine similarity = 0, the documents do not share any attributes, because the angle is 90 degrees.

similarity(x, y) = x . y / (||x||*||y||)

Balance and Status Theory

Social Balance Theory

AKA structural balance theory

Discusses consistency or structural balance in friend/foe relationships among individuals

Relationships are consistent when:

Friend of my friend is my friend

Friend of my enemy is my enemy

Enemy of my enemy is my friend

Enemy of my friend is my enemy

Applies to an unsigned directed network if it consists of two cliques that are not interrelated

Social Status Theory

Measures how consistent individuals are in assigning status to their neighbours

If X has a higher status than Y and Y has a higher status than Z, then X should have a higher status 

than Z

Nodes represent individuals

Positive and negative signs show higher or lower status depending on arrow direction

Directed positive edge from X to Y shows that Y has a higher status than X, and a negative one shows 

the opposite

Unit - 5 

Components of Behaviour Analysis Methodology

An observable behaviour

Behaviour that is analysed needs to be observable
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e.g.: to analyse community-joining behaviour, joining of individuals must be accurately observed

Features

construct relevant data features that may or may not affect behaviour

anthropologists and sociologists can help design these features

Feature-behaviour association

Find relationship between features and behaviour, and describe how changes in one affect the other

Evaluation strategy

Evaluate the findings

Guarantees that findings are due to defined features and not externalities

Node Neighborhood-based Methods

Common neighbours

One assumes that more common neighbours that two nodes share, more similar they are

Jaccard similarity

Calculates likelihood of a node that is a neighbour of either x or y to be a common neighbour

Adamic and adar measure

If two individuals share a neighbour and that neighbour is rare, it should have a higher impact on their 

similarity

Preferential attachment

One assumes that nodes of higher degree have a higher chance of getting connected to incoming 

nodes

Hence, in terms of connection probability, higher degree nodes are similar

Collective Behaviour Analysis and User Migration

Performed by analyzing individuals behaviour

Can be divided into many individual behaviours and analyzed independently

When all analyses are put together, expected behaviour would be for a large population

Users migrate from some sites to others due to their limited time and resources

Types of user migration on social media

Site Migration

Any user who is a member of sites s1 and s2 at time t_i, and is only a member of s2 at time t_j > 

t_i, the user is said to have migrated from s1 to s2v

Can be determined by checking presence of a user’s profile on s1 and s2

Attention Migration

Any user who is a member of sites s1 and s2 and is active at both at time t_i, if user becomes 

inactive on s1 and remains active on s2 at time t_j > t_i, the user’s attention is said to have 

migrated from s1 to s2

Can be measured by a user’s activity

Activity/inactivity can be determined by observing user’s actions performed on site

Collective Behaviour Prediction

Example: predict collective behaviour of watching a movie by a large population, which in turn determines 

the movie revenue

One can design a methodology to predict box office revenue for movies using Twitter and the 

aforementioned collective behaviour prediction strategy

Steps:

Set target variable to predict. Movie revenue in this case. Note that this is a direct result of collective 

behaviour of going to the theatre or not

Determine features in population that may affect target variable

Predict target variable using a supervised learning approach, using features from step 2
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Measure performance using supervised learning evaluation

Unit - 6

Twitter

Social networking site that relies on micro-blogging for communication

Created by Jack Dorsey

Posting a message is called a tweet

After following one’s feed, anything that person or organization says appears on your timeline

You can tag a person by putting the @ symbol before their username

140-character messages

Uses Ruby-on-Rails and message handling is done by software written in Scala

Services/Applications:

TwitME - Twitter client for Palm OS

UberTwitter - post Twitter updates on Blackberry phones and find other UberTwitter users

Autopilot Tweet - Desktop app for Twitter automation

Auto Tweeter - Desktop app to send automatic tweets from a user’s computer at scheduled intervals

Blip.FM - music sharing website integrated with Twitter accounts

aMAP.to - allows users to create short URL map links for Twitter, email and other posts

Mining Twitter

Authentication

Performed using OAuth - involves user, consumer (app) and resource provider (Twitter)

Exchange of credentials only between user and resource provider; all other exchanges by tokens

A Twitter developer account is required to create consumer key, consumer secret, access token and 

access secret

Data collection

Interacting with Twitter’s REST API - to search for already published tweets

Interacting with Twitter’s Streaming API

Looks into the future

Keeping the HTTP connection open, retrieve all tweets that match our filter criteria as they are 

published

Data cleaning and preprocessing

Tokenization using nltk

Break down stream of texts to tokens - words, phrases, symbols

May contain emojis, user mentions, hashtags, urls, etc.

Stop word removal

Not content bearing, thus remove them

Includes articles, adverbs, symbols, punctuation, etc.

Most frequently occur in a document

Normalization

used to aggregate different terms in same unit

Case normalization helps to auto match strings with original different casing to aggregate under 

same term

Modelling and Analysis

Time series

Measure influence and engagement

Cluster analysis

Twitter 140 Characters
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Began as SMS text-based service

160 character limit of SMS, 20 reserved for commands and usernames

Grew to 280 - still short and brief, but enabling more expression

Can contain Unicode glyphs (some glyphs count as > 1 character)

From 2016, @names in replies, media attachments, URLs, and quoted tweets no longer counted toward the 

limit

Allows for richer conversations that are easier to follow and ensures people can attach media without 

sacrificing characters

Facebook’s Social Graph API

Massive graph data structure representing social interactions

Consists of nodes and connections between nodes

Public information can be accessed without a developer key, but it is required for private data access

Low-level HTTP-based API to query data, post new stories, upload photos and other tasks

Composed of:

Nodes - user, photo, page, comment, etc.

Edges - connections between nodes; page’s photos, photo’s comments etc.

Fields - information about nodes; birthday of user, name of page, etc.

Works with any language that has an HTTP library


